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Appendix 1
The purpose of this appendix is twofold. First, I want to illustrate 
the notions of the dimension, size and range of a feasible set us-
ing a simple physical system (a 3-sided die) and show why the 
range of a feasible set is determined by the physical nature of the 
system rather than by scale separation between microstates and 
macrostates. Second, I want to explain how the existence of pro-
posed constraints (the empirical hypotheses) can be tested using 
permutation methods.

The physical system

In order to graphically demonstrate the results we use the 3-sided 
die shown in Fig. 1. This die has three states (B = base, D = dark 
side, W = white side). After throwing it we observe which state is 
touching the table. We also place a small electromagnet into the 
base whose strength can be changed. By appropriately choosing 
the ratio of the radius of the base to the height we can arrange for 
this die (when the magnet is off ) to have equal probabilities of 
landing on each state (i.e. pB = pD = pW = 1/3). This die is analo-
gous to a species pool having only three species.

Dimensions of feasible sets

We first consider the notion of the dimensions of a feasible set. 
Define p = {p1, p2, p3}, o = {o1, o2, o3} and e = {oi – pi}, each 
bounded within the range (0,1). The dimension of the feasible set 
of p, o, and e (the space of possible values that they can take) is 
the 3-dimensional volume of a box with unit sides (Fig. 2A). Now 
impose the constraints
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so that p is a non-degenerate probability distribution, o is a vec-
tor of observed relative abundances and e is a vector of deviations 
of the relative abundances from the theoretical probabilities. The 
constraint 0 < pi < 1 (i.e. a non-degenerate probability distribu-
tion) is necessary because a state can only exist if it is logically 
possible for an observation to be found in it and pi = 0 means 
that it is impossible for an observation to be found in state i. The 
constraint 
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is the normalization constraint. Later we will impose a null hy-
pothesis on e. The space of possible values of p and o is now the 
surface of a triangle within the box (Fig. 2B) and this exists in only 
two dimensions; the values of p cannot be on the boundary of this 
triangle. The effect of adding the normalization constraint is to 
reduce the dimension of the feasible set from 3 (a volume) to 2 (a 
surface). Now p is a vector of probabilities of our 3-sided die, o is a 
vector of relative frequencies that is obtained after throwing the die 
many times, and e is the vector of deviations of o from p.

Now imagine that we measure values of some trait (t) for these 
three sides (species) and observe the average value  t . This ob-
served average value will deviate from the true average value due 
only to sampling fluctuations given the null hypothesis (HO: the 
constraint concerning the trait does not exist in the population) 
and by some systematic amount given the alternative hypothesis. 
The observed value of  t  imposes the constraint 
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where  t is a fixed value and δ is a random variable whose distri-
bution will change depending on whether the null or alternative 
hypothesis is correct (see Testing and falsifying the predictions). If 
the null hypothesis is true then p = q where q is the maxent distri-
bution that is obtained when excluding the trait and so

 
t = o

i
t

i
i=1

3

∑ == q
i

i=1

3

∑ t
i
+ δ = μ

null
+ δ.

Under the alternative hypothesis 
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where Δ is the change in the true mean caused by the trait con-
straint. 

We now have two simultaneous linear equations involv-
ing these three states (the normalization constraint and the 

Figure 1. A ‘die’ having three states (B = base, D = dark face, W = white 
face). 
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trait constraint). The solution for the vector of relative frequen-
cies, given the observed  t , is a single line on this triangle: 
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feasible set given these two constraints (Fig. 2C); replacing oi with 
pi gives the equivalent feasible set for the probabilities. In other 
words, we are free to choose any values for o and p as long as they 
lie along this line since any of them will agree with the two stated 
constraints. The number of such values along the line gives the 
size of the feasible set; this will be described later. By imposing 
this constraint we have reduced the dimensions of the feasible set 
by 1 (from a surface to a line). Each additional constraint reduces 
the feasible set by one dimension. In general, if we have S species 
in the species pool and we observe K average trait values then the 
feasible set exists in a dimension of S–K–1. Any point (i.e. vector 
of o or p) within this dimensional space will satisfy the constraint 
equations. In Shipley et al. (2006) the feasible set given the trait 
constraints exists in a dimension of 30–8–1 = 21 dimensions. 

At this stage we can refute the claim in Haegeman and Loreau 
(2009) that “the equations constraining species abundances [in 
my model] are no longer underdetermined, and we could directly 
invert these equations to find the empirical species abundances 
again”. By definition, a system of nine linear equations (the con-
straint equations) containing 30 variables is highly underdeter-
mined and it is quite impossible to obtain a unique solution. The 
dimension of the feasible set (the residual degrees of freedom of 
the model and the degree of underdetermination of the system of 
simultaneous linear equations) for Shipley et al. (2006) is actually 
21 dimensions, not 0 as the above quotation implies. It is precisely 
because the system is underdetermined by 21 dimensions that it 
is necessary to have some way of choosing between the different 
possible probability vectors of the feasible set. This is the purpose 
of the maximum entropy formalism. The reason for choosing the 
one point within this 21 dimensional space that has maximum en-
tropy, based on information theory and quite independent of any 
combinatorial argument, was explained in Shipley (Shipley 2009). 
If we were to observe another average trait value for our 3-sided die 
then this would result in another constraint equation and another 

line on the surface of the triangle in Fig. 2c. This would reduce 
the dimension of the feasible set from 1 (a line) to 0 (a point). 
The intersection of the two lines gives this point. The system of 
constraint equations is no longer under-identified and this allows 
us to obtain a unique solution. It is only when the dimensions of 
the feasible set is zero that a unique solution is available; in every 
other case there is an indeterminacy and therefore many (actually, 
an infinite number) of possible solutions.

Size and range of feasible sets

The size of the feasible set is the number of different vectors (i.e. 
points) that are in it and the range of the feasible set is the maxi-
mum distance between any two points in it. Consider the feasible 
set defined for the observed values in our example of three species 
(Fig. 1C) in which we have imposed two constraints 
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To make this example concrete we assign trait values of t(B) = 4, 
t(D) = 5 and t(W) = 6 to each of the three states of our 3-sided die. 
After each throw we look at which side is touching the table and 
record the corresponding trait value. Figure 3 shows the lines on 
the triangle (the feasible sets) that exist for different values of  t . 
To emphasize that this example is comparable to ‘classical applica-
tions’ of statistical physics imagine that we have the outcome of 
1023 independent throws of this die so that the separation between 
microscopic and macroscopic scales is huge. First assume that the 
magnet does not affect the behaviour of the die in any way, that 
there are no physical differences between the three states, and so 
p1 = p2 = p3 = 1/3, resulting in an observed value of 
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given the huge number of throws. The feasible set for p would 
contain all those points, i.e. vectors of {p1, p2, p3}, that can exist 

Figure 2. The notion of the dimensions of a feasible set. (A) The feasible set for a vector of three “species” p = {p1, p2, p3} without the normalization 
constraint contains all the points inside a 3-dimensional volume. (B) The feasible set obtained once we impose the normalization constraint, 
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contains the points inside a triangular surface within the original volume. (C) The feasible set once we also impose the trait constraint 
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contains the points on a single line on the triangular surface within the original volume.
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along the line shown in Fig. 3 with  t = 5. The range of this fea-
sible set (the length of the line) is maximal at this point but this 
range is not a function of the separation between microscopic and 
macroscopic scales (remember 1023 throws) but is rather a func-
tion of the nature of the die and the absence of any constraints on 
its behaviour. The observed  t  ≈ 5 is not a real constraint because 
this does not change the maxent probabilities relative to the model 
excluding it; that is, the model involving only the normalization 
constraint. That is why, when this null hypothesis is true,
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and, given the huge number of throws, δ is almost zero. 
Now imagine that the magnet in the base is activated and the 

die is thrown on a metal table. The strength of the magnet is analo-
gous to the strength of selection on the trait that favours t = 4. De-
pending on the strength of the magnet the die will fall more and 
more frequently on its base and so the average trait value would 
move closer to the limiting value of  t = 4. A very weak magnet 
(i.e. weak selection) would correspond to  t = 4.7 (thus Δ = –0.3) 
and a very strong magnet would correspond to and  t = 4.1 (thus 
Δ = –0.9). The physical bias caused by the magnet (i.e. the selec-
tion bias) is reflected in the value of  t  and this will restrict the 
length of the line (the range of the feasible set). If the magnet was 
extremely strong then the die would land on its base in virtually 
every throw and the corresponding line (i.e. the range of the feasi-
ble set) would be extremely short because  t  would be very close 

to 4.0. The range of the feasible set is a property of the way the 
die is constructed (i.e. the physical nature of the system) and has 
nothing to do with how many times we throw the die; remember 
that we are still imagining 1023 throws of our die. 

We can compare this with the Boltzmann equation in classical 
statistical mechanics. The Bolzmann equation describes the distri-
bution of molecules of a gas into different energy states and can 
be derived as a maxent problem in which the constraint is on the 
energy level of the average molecule; equivalently, fixing both the 
total energy and the total number of molecules (Jaynes 1957a, 
1957b, 1971). Decreasing the average energy (i.e. the temperature, 
‘community-aggregated’ energy trait) is the same as decreasing the 
line in Fig. 3 towards  t = 4 because, as the average energy gets 
closer to absolute zero (as the strength of the constraint increases), 
the possible probability vectors become increasingly concentrated. 
Again, the range of the feasible set in this ‘classical’ application of 
maxent is a property of the physical nature of the system and the 
strength of the constraints. However, unless we reduce the line in 
Fig. 3 to a single point (i.e. unless  t  is exactly 4 or unless the gas 
has been cooled to exactly absolute zero) there will always be an 
indeterminacy; there will still be many possible probability vectors 
but they will be tightly concentrated. In fact, a maxent distribu-
tion prevents this limit because pi > 0 for every state and so no 
maximum entropy distribution can be degenerate (i.e. consist of a 
single point in space).

The number of possible vectors of o or p in a given feasible set 
(the size of the feasible set) is the number of different points that 
we can place inside it. Now, in our toy example with one constraint 
plus normalization, how many different points can we place along 
a line? For the probability vectors, (and therefore the maxent pre-
dictions), this number is infinite since pi is a continuous variable 
– any line has an infinite number of points. This is also true for the 
relative frequency vectors (o) if these values are defined as continu-
ous variables. In our die example this is not the case. In the case 
of species’ abundances, if relative abundances are defined in terms 
of proportional biomass, as done in Shipley et al. (2006), then the 
size of the feasible set will also be effectively infinite irrespective of 
the length of the line because biomass is a continuous variable. For 
discrete counts (for throws of a die or numbers of individuals per 
species) the number of different observed vectors 
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that one can place along a line of fixed length will be finite and 
will increase with increasing N. Since we are still imagining n = 
1023 throws the size of the feasible set for o will also be effectively 
infinite. 

We can now answer the first claim of Haegman and Loreau 
(2009), namely that the constraints used in Shipley et al. “are so 
restrictive that the feasible set is extremely small, so small that any 
feasible vector is close to any other one’”. This was true for some 
sites and not for others in the same way that the range of the 
feasible sets in the die was wide when the magnet was weak and 
narrow when the magnet was strong and also in the same way that 
the range of the feasible set for a gas would be wide when the aver-
age temperature was intermediate and narrow when the gas was 
strongly cooled. This is neither a defect in the method nor in the 
data – it is simply reflecting the physical nature of the system and 
this is providing important biological information about the proc-
ess of community assembly. Obtaining such information is, after 
all, the whole purpose of the model. In particular, the range of the 
feasible set in the sites studied in Shipley et al. (2006) was nar-
row in precisely those sites in which the community-aggregated 
trait constraints were very strong. It means that, in such sites, the 
selection pressures on the traits were very strong and so almost all 

Figure 3. The interior of the triangle defines the feasible set for a model 
involving three species and only the normalization constraint, 
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whose non-degenerate probability vectors {p1, p2, p3} are the points in the 
interior of the triangle. Adding a single trait constraint, 
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defines a feasible set given by a single line. The lines show the feasible sets 
for different average trait values and the length of the line gives the range 
of such feasible sets. The dot shows the maximum entropy probability 
vector assuming a uniform prior.
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allocations of biomass went to a small number of species possess-
ing such favoured traits.

Testing and falsifying the predictions

There are three questions that can be asked with respect to testing 
the predictions of any maxent model.

1) Do the proposed constraints really exist? That is, does the 
inclusion of these constraints significantly improve the predictive 
ability of the model?

2) How well does the model, with the stated constraints, pre-
dict the actual relative abundances?

3) Does the model, with the stated constraints, perfectly pre-
dict the relative abundances up to sampling fluctuations? This is 
equivalent to asking if there exist constraints acting in the physical 
system that are not included in the maxent model.

The first question can be answered by comparing the fit be-
tween observed and predicted values, given the observed con-
straints, with the fit that would occur given a null model. Assume 
that the traits are actually independent of the relative abundances 
(i.e. that the trait constraints do not actually exist as in the die 
example when  t  = 5). If so, then the average trait that is actu-
ally observed is due simply to a chance juxtaposition of traits and 
observed relative abundances at the site. Every community will 
have an observed  t  but, if the trait does not affect the probability 
of biomass being allocated to one species versus another, then the 
difference between the observed  t  and the true  t  is due simply 
to sampling variation. Remembering that
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this is the same as assuming under the null hypothesis that p = q 
where q is the maxent distribution obtained when excluding the 
traits in question; if the entire vector of traits is being tested then 
q is the maximally uninformative prior. Under the null hypothesis 
we can randomly permute the observed relative abundances of 
each species in the species pool at a site with respect to the trait 
values of these species since the two are, by hypothesis, independ-
ent. We could equivalently permute the vectors of traits for each 
species with respect to the relative abundances. After calculating 
the average trait that results from this permuted vector of relative 
abundances, and after obtaining the maxent probability distribu-
tion given this permuted average trait, we would then determine 
the fit obtained in this permuted data set. Permuting the observed 
relative abundances many times generates the distribution of fit 
values under the null hypothesis. The probability of obtaining the 
observed level of fit is estimated as the proportion of permuted 
fits that fit just as well or better than this observed fit. This is es-
sentially the method described in Roxburgh and Mokany (2007). 
Roxburgh and Mokany (pers. comm.) and I have independently 
conducted such a permutation test on the data of Shipley et al. 
(2006) and the probability of obtaining the observed level of fit 
by chance is approximately 0.0003. 

The second question involving model testing is: how well does 
the model, with the stated constraints, predict the actual relative 
abundances? This is a straight forward problem in statistics and 
requires simply choosing an appropriate fit index. In Shipley et al. 
(2006) we used the proportion of the variance in observed relative 

abundances that was explained by the model (R2) but one could 
devise better indices.

The first two questions deal with relative predictive ability: does 
the model with a given set of constraints predict better than a 
model without it and, if yes, by how much? The last question 
deals with absolute predictive ability: does the model, with the 
stated constraints, perfectly predict the relative abundances up to 
sampling fluctuations? An obvious approach would be to use the 
fact that –2N*entropy (or 2N*cross entropy) follows a χ2 distribu-
tion if all remaining deviations between observed and predicted 
values are due to random sampling fluctuations (Jaynes 1983). 
This approach is based on the fact that when (and only when) 
the maxent model includes all constraints acting on the system, 
the resulting microstate distribution is concentrated around the 
fitted maximum entropy distribution. This fact was used in the 
dice example of Shipley (2009). However, N in these equations 
does not refer to the number of allocations of entities (individuals, 
resource levels…) to states but rather the number of independent 
allocations. Although one could reasonable assume that throws of 
a die or exchanges of energy in gaseous molecules are independ-
ent, neither individuals nor resources can reasonably be assumed 
to be independently allocated to the different species. Because of 
this it would be impossible in practice to determine the true value 
of N in ecological models. One could test for a significant differ-
ence between the observed relative abundances and the predicted 
maxent probabilities, without considering the scale separation be-
tween microstates and macrostates, by using a non-parametric test 
such as the Kolmogorov-Smirnov test. However, real ecological 
problems will always involve very many physical processes that 
determine community assembly and that therefore constrain the 
relative abundances of species. Because some of these processes 
(perhaps most of them) will involve idiosyncratic or site specific 
causes that do not have interesting generality, it seems unlikely 
that any model based on field data will achieve perfect predictive 
ability and therefore testing for perfect fit seems pointless in any 
practical application. 
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